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Motivation 1 - model selection + estimation

How to choose regressors?

Hypothesis testing (Backward elimination,...)
Information criteria (AIC, BIC, FIC,...)
Model Averaging

2-step procedures: [MODEL SELECTION] + [ESTIMATION]

LASSO does it in one step.
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Motivation 2 - many regressors

We have MANY regressors in comparison with observations.

p >> N

Parameters of
y = Xβ + ε

are not uniquely defined.

LASSO can handle such situations.
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Motivation 3 - Bias-Variance trade-off

LASSO takes this trade-off into account.
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Motivation 3 - Bias-Variance trade-off
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y = Xβ + ε

β̂OLS = arg min(y − Xβ)T(y − Xβ)

under Correct specification and Gaussian homoscedastic errors
(ε ∼ N(0, σ2I)), this has the lowest variance among linear unbiased
estimators
also Maximum likelihood estimator (asymptotically efficient)

so why do we care with anything else?
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Should we care about unbiasedness so much?
Interpretation: OLS estimators are non-zero, all of them
Sparsity principle: ESL: ’Use a procedure that does well in sparse
problems, since no method does well in dense problems.’
Highly correlated regressors lead to a high variance of estimators

7 / 34



(y − Xβ)T(y − Xβ) + PENALTY

(y − Xβ)T(y − Xβ) + λ||β||1

λ - ’price’ of β
||β||1 =

∑p
i=1 βi

We shrink β towards zero!
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And the credit goes to...

Robert Tibshirani
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Ridge regression vs LASSO. (source: Faraway (2014))
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LASSO in 3D. (source: SLS)
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Example 1

215 genes out of 4718 with non-zero coefficients of a multinomial lasso classifier
(source: SLS)
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The Lasso Estimator

For a linear model LASSO estimator is the solution of the following problem

min
β0 ,β1

 1
2N

N∑
i=1

(yi − β0 −

p∑
j=1

xijβj)2


subject to

p∑
j=1

|βj| ≤ t

t→ 0 =⇒ β̂→ 0

t→∞ =⇒ β̂→ βOLS
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..in a more compact form

min
β

{ 1
2N
||y − Xβ||22

}
subject to ||β||1 ≤ t

which is equivalent to

min
β

{ 1
2N
||y − Xβ||22 + λ||β||1

}
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A few remarks...

If the predictors are not on a same scale, we rescale and center then.
intercept dissapears
there is a relationship between λ and t and this relationship is
data-dependent
the factor 1/2N makes it easier to compare λ across different sample
sizes
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(Karusch-Kuhn-Tucker conditions) necessary and sufficient conditions for the
solution to previous problem

−
1
N
〈xj, y − Xβ〉 + λsj = 0, j = 1, 2...., p
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Example - Crime rate in U.S. cities

(source: SLS)
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(source: SLS)
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Choice of λ by Cross-validation

Relative bound = ||β̂||1/||β̂OLS||1 (source: SLS)
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How to calculate it?

No closed form solution. Let us start with a single predictor. This problem

min
β

 1
2N

N∑
i=1

(yi − ziβ)2 + λ||β||


has the following solution

β̂ =


1
N 〈z, y〉 − λ if 1

N 〈z, y〉 > λ;
0 if 1

N |〈z, y〉| ≤ λ;
1
N 〈z, y〉 + λ if 1

N 〈z, y〉 < −λ

β̂ = Sλ

( 1
N
〈z, y〉

)
where

Sλ(x) = sign(x)(|x| − λ)+

Operator Sλ is called soft-thresholding operator.
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Soft-thresholding operator. (source: SLS)
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Multiple predictors

min
β

 1
2N

N∑
i=1

(yi −

∑
k,j

xikβk − xijβj)2 + λ
∑
k,j

|βk| + λ|βj|


define partial residual as r(j)

i = yi −
∑

k,j xikβ̂k

So we cyclically update

β̂j = Sλ(〈xj, r(j)
〉)

until convergence.
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This is basically cyclical coordinate descent method on a convex objective
function and, therefore, we have (under mild conditions) convergence
guaranteed. Moreover, we have explicit formula along each coordinate, so no
iterations are needed.

So the main operation that has to be calculated many times is the inner
product and that is easy even for a superlarge problems if the problem is
sparse.

If we use cross-validation and estimating LASSO for a grid of values of λ, it is
good idea to reuse the optimal β̂ from the previous step.
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Orthogonal base

For orthogonal base 1
N 〈xj, xk〉 = 0 for j , k, so we have explicit solution

straight away because

1
N
〈xj, r(j)

〉 =
1
N
〈xj, y〉

Wavelets are popular orthogonal bases for signal of image compression.
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Degrees of freedom

For the following model

yi = f (xi) + εi, i = 1, ...,N

where εi are iid (0, σ2), degrees of freedom are defined as

df(ŷ) ≡
1
σ2

cov(ŷi, yi)

For a linear model with k predictors chosen independently df(ŷ) = k.
forward-stepwise regression uses more than k degrees of freedom.
for LASSO, the number of non-zero coefficients kλ is an unbiased
estimator of the degrees of freedom
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Consistency

We may be interested in MSE consistency

||X(β̂ − β∗)||22/N ≤ C||β∗||1
√

log(p)/N.

what does it mean?

If ||β∗||1 = o(
√

N/ log(p)) (read as: does not grow too fast), then lasso is
consistent for prediction.

Or we may be interested in sparsistency, that is, recoverability of the
non-zero support set of the true regression parameters. This is difficult to
prove and for this we would need higher level assumptions.
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Uniqueness

Suppose we have x1 and x2 with corresponding β1 and β2.

Now we add x3 which is identical to x2.

(β̂1, β̂2, (1 − α)β̂2)

produces the same fit and its norm is the same. So we have infinite number
of solutions.

For λ > 0 this does not happen if columns of X are in general position.
(If any affine subspace of RN of dimension k < N contains at most k + 1
elements of set {±x1,±x2, ...,±xp})
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LASSO in GLM

min
{
−

1
N

log L(β; y,X) + λ||β||1

}

(see the connection to AIC?)
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Different penalties

min
β0 ,β1

 1
2N

N∑
i=1

(yi − β0 −

p∑
j=1

xijβj)2 + λ

p∑
j=1

|βj|
q



Constraint regions for different q-s. (source: SLS)
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Elastic net

min
β0 ,β1

 1
2N

N∑
i=1

(yi − β0 −

p∑
j=1

xijβj)2 + λ
[1

2
(1 − α)||β||22 + α||β||1

]
Takes the best out of the two worlds:

ability to make some parameters exact zeroes as LASSO (α = 1)
ability to handle highly correlated data as ridge regression (α = 0)
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Elastic net

Left LASSO, right elastic net for highly correlated data. (source: SLS)
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Elastic net

Left elastic net ball for α = 0.7, right LASSO ball. (source: SLS)
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Literature

If you only have 1hour, read this:
Sparsity and the Lasso (Statistical Machine Learning, Spring 2015)
Ryan Tibshirani (with Larry Wasserman)
http://www.stat.cmu.edu/∼larry/=sml/sparsity.pdf

(I should have done the same!!)
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Thank you for your attention
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