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Lots of articles, books, blogs...

We aim to organize, search and understand this huge unstructured collection
of documents.

Today: LDA - Type of unsupervised learning that will help us to recover
hidden patterns in the data.
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What is it good for

more efficient search based on common themes (keywords are so
2000s)

are the two articles about the same topic?

what is this article about?

given that I want to learn about certain topic, which are the texts I should
read?
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Key notions

Topic: probability distribution over words

Document: bag of words. Each document is generated from a mixture
of topics.
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Likelihood

p(β, θ, z,w) =

K∏
i=1

p(βi)
D∏

d=1

p(θd)
N∏

n=1

p(zd,n|θd)p(wd,n|β, zd,n)
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Matrix Representation
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Geometric Representation
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Dirichlet distribution

p(θ|α) =
Γ(

∑
i αi)∏

i Γ(αi)

∏
i

θαi−1
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Estimation

Expectation-Maximization algorithm - local maxima of the likelihood
function
Bayesian approach - Gibbs sampling:

We have 10000202 words in our corpus. For every single word randomly
assign the topic it belongs to.
Pick a word i. It is elephant in the document 23 Introduction to Common
Sense
Knowing that it is in document 23 and knowing topics that all other words,
estimate conditional distribution of the topic that elephant belongs to.
Sample from this distribution. We get topic 33.
Pick another word. It is algorithm in the document 49 Special Topics on
Information Theory.
Carry on....
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Similarity between documents

D(p, q) =

T∑
j=1

pj log
pj

qj

Dsym(p, q) =
1
2

[D(p, q) + D(q, p)]

DJS(p, q) =
1
2
[
D(p, (p + q)/2) + D(q, (p + q)/2)

]
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More on Kullback-Leibler divergence - Information
Theory

X is a discrete alphabet
code is mapping from X to binary strings, codewords
prefix code is code where no codeword is the prefix for another

Length function L maps symbols in X to the length of the codeword in
bits.

There is a correspondence between the length function of a prefix code
and − log2 Q for a probability distribution Q defined on X

If x are sampled from P, then expected length of the code
EL =

∑
x∈X P(x)L(x)

If x are sampled from P, then any prefix code on X with length L(.), the
EL ≥ −

∑
x∈X P(x) log2 P(X) = H(P), (hence L(x) = − log2 P(x) is the best!),

H(P) is entropy.

D(P,Q) = EP log Q(X)
P(X) tells me how much longer on average my code will

be than the optimal one, in the situation, that I (mistakenly) consider Q to
be the process that generates x-s.

http://www.icmla-conference.org/icmla08/slides1.pdf
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More on Kullback-Leibler divergence - Sanov
Theorem

WLLN: {Xi} i.i.d. , E(X1) = µ < ∞

Pr
[∣∣∣∣∣X1 + · · · + Xn

n
− µ

∣∣∣∣∣ > ε]→ 0

How fast? Chebyshev says the decay is of order 1/n.

Pr
[∣∣∣∣∣X1 + · · · + Xn

n
− µ

∣∣∣∣∣ > ε] ≤ Var(Xi)
nε2

But we can say a lot more, the decay is exponential!

lim
n→∞

1
n

log Pr[P̂ ∈ Γ] = − inf
Q∈Γ

D(Q,P)

"Sanov’s theorem states that the exponential rate of decay of the probability
of a rare event Γ is controlled by the element of Γ that is closest to the true
distribution P in the sense of relative entropy (Kullback-Leibler divergence)."

https://blogs.princeton.edu/sas/2013/10/10/lecture-3-sanovs-theorem/
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More on Kullback-Leibler divergence - Bayesian
Updating

Information gain from prior to posterior.
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Similarity between words

Similarity between conditional topic distributions for word w1 and w2

θ(1) = P(z|wi = w1)

θ(2) = P(z|wi = w2)
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Thank you for your attention

What to read:

If you have 10 or less minutes:
https://www.quora.com/What-is-a-good-explanation-of-Latent-Dirichlet-Allocation

Blei, David M. "Probabilistic topic models."Communications of the ACM
55.4 (2012): 77-84.

Blei, David M., Andrew Y. Ng, and Michael I. Jordan. "Latent dirichlet
allocation."the Journal of machine Learning research 3 (2003):
993-1022. (13000 citations!!)
Steyvers, Mark, and Tom Griffiths. "Probabilistic topic models."Handbook
of latent semantic analysis 427.7 (2007): 424-440.

https://youtu.be/DDq3OVp9dNA?list=LLFrpczumdtnLn4Z28dk2JXw

STAN - Free state-of-the-art programming language for Bayesian
statistical inference http://mc-stan.org
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