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Abstract

In this paper we address the question of hu-
man reading. We use an LDA based doc-
ument classifier as a computational way to
represent a person’s mental state while she
is engaged in reading. To illustrate the be-
haviour of our approach, we will analyze a
corpus of climate change related blogs cov-
ering both sceptical and accepting positions
in the debate. We show that the model ex-
hibits many desirable properties for reading
analysis and we will use it to infer the latent
sentiment of a person while reading a given
text. We then use this method to compare
how different people perceive the same doc-
ument and argue for potential use-cases of
such a method.
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1 Introduction

One of the many challenges that the Arti-
ficial Intelligence and Cognitive Science ad-
dresses is the modelling and emulation of
processes involved in human text reading.
There are two predominant approaches char-
acterizing these processes: Constructionist
[1][2][3] and Good enough [4][5][6] text pro-
cessing.

Constructionist text processing refers to
a mode of reading, where each newly pro-
cessed word has to fit into the reader’s exist-
ing mental model, while this mental model
is a rich, consistent and rather accurate rep-
resentation of the text read so far. Most in-
ferences are made in order to establish rela-
tions between the currently processed term
and the existing model. This way of read-
ing is rather thorough and accurate, but is

much more costly to the mental faculties of a
reader. It is often present in situations where
precision is required by the reader (e.g., read-
ing of scientific papers).

Good enough processing refers to a type
of reading, where the aim of reading is to
incorporate the read text into a preexisting
overall representation of prior knowledge and
as such is much more economic, but leads to
a trade off between accuracy and the atten-
tion cost. This way, texts are processed more
superficially and in a shallow manner, unless
the reader stumps into a stark inconsistency
within the text. Most cognitive inferences
that are generated refer to the expectation
of future words, based on the text that was
read so far. One would use this mode of read-
ing when reading texts where a precise un-
derstanding is not as important to him, or
that fall very well into his area of expertise.
Common examples include text sources such
as news, blogs or many book genres.

In most cases, a person is able to use both
modes of text processing although one can
be dominant over the other. In what follows,
we shall focus on presenting a model of read-
ing and text representation that is driven by
the Good enough processing mode of read-
ing. We shall use this model to identify the
latent sentiment of the reader by analyzing
future words expected by the reader.

We do so by assuming that certain words
are associated with certain sentiments, and
if the reader anticipates many words aligned
with the same sentiment, than that expecta-
tion alters his currently perceived sentiment.

We shall illustrate our approach on a cor-
pus of climate change related blog posts, clas-
sified as either sceptical or accepting in rela-
tion to climate change. The corpus was gath-



ered as a part of the NTAP project [7] in or-
der to map out the climate-change debate in
the blogosphere.

2 Methodology

We used a corpus of opinion-wise aligned
blogs to model a hypothetical agent con-
forming to beliefs presented in the corpus.
We treat this corpus as the basis for the
agent’s prior knowledge of the world. To
operationalize this notion, we used Latent
Dirichlet Allocation (LDA) [8] to infer a topic
model based on this data. This provides us
with a classifier that allows us to classify any
new document as a mixture of previously in-
ferred topics.

We shall use this classifier as a vastly sim-
plified model of the agent’s internal represen-
tation of the text read so far. To process a
new document, we shall create all prefixes of
the document segmented either by words, or
sentences. Once this is done, we will classify
each of the consecutive prefixes, leading to a
sequence of classifications. This way, we can
observe how the agent’s opinion changes as
he reads through the document. After each
step, it is based on more information, since
he was exposed to a larger part of the docu-
ment.

Note that each classification is a distribu-
tion over topics, which can in turn be trans-
lated into a probability distribution over the
entire vocabulary. We treat this distribution
as the agent’s expectation of future words.
In addition, one could interpret this distribu-
tion as a rough approximation of the subcon-
scious accessibility to words associated with
the text read so far. Thus words with a high
probability are more likely to come to the
agents mind, than words with low probabili-
ties. We use this latent structure as a proxy
for the agent’s internal mental state.

To approximate how sentiment changes
during reading, we look at the probability
(accessibility) of positively and negatively
biased words. We treat the sum of posi-
tive/negative word weights as score of the re-
spective sentiment. We used used an opinion
lexicon [9] of roughly 6800 words labeled ei-
ther as positive or negative. Since our mental
model representation does not provide any
information regarding any deeper grammat-

ical structure of the expected words, it was
not possible to use more elaborate methods
that depend on such information.

2.1 Corpus

We used a English language climate change
debate corpus consisting of roughly 80,000
posts, where each blog was manually clas-
sified as either sceptical or accepting of cli-
mate change. This corpus is the manually
classified part of a much larger corpus on cli-
mate change gathered as a part of the NTAP
project and contains the most relevant blogs
from the dominant acceptors and sceptic
communities as discovered in [7]. The corpus
was generated during a web crawl spanning
between June and September 2012 covering
blogs on the Wordpress and Blogspot plat-
forms. AlchemyAPI1 was used in order to
extract the plain text of post and remove all
boilerplate elements.

To train the topic models, we divided it
into the sceptical and acceptor sub-corpora,
consisting of roughly 30,000 and 50,000 posts
respectively.

2.2 Topic modelling with LDA

Latent Dirichlet Allocation [8] is an unsuper-
vised probabilistic topic modeling method,
operating under the bag of words representa-
tion of documents, which assumes that each
document is sampled from a mixture of k
topics, where a topic is a multinomial dis-
tribution over all words of the vocabulary.
These distributions are not known a priori
and are inferred during the learning process.

Given the topic distributions characterized
by a k × |V | matrix β (where V denotes the
vocabulary) and the distribution of topics
over a document characterized by the vec-
tor θ, the probability of a document vector
w is

p(w|β; θ) =
N∏

n=1

k∑
zn=1

p(wn|zn;β)p(zn|θ),

where zn is the topic associated with the n-th
word, p(zn|θ) is a multinomial parametrized
by θ, and p(wn|zn;β) is a multinomial over
the words.

1AlchemyAPI: http://www.alchemyapi.com



The objective of the method is, given the
observed documents, to identify the topic
distributions over each document and the
topic assignment of each word instance in
each document.

The parameters θ and β are assumed to
be drawn from Dirichlet distributions with
hyper-parameters α and η. This is, how-
ever, a practically intractable problem, and it
has to be approximated. We used the imple-
mentation of LDA provided by the MALLET
toolkit [10] to infer the underlying topics.

Since this is a exploratory analysis, we
chose to select a rather small number of 20
topics that would easily allow us to manu-
ally check for topic consistency. To asses the
quality of the inferred topic models, we man-
ually inspected the 20 most likely words of
each topic as well as some of the documents
most characteristic of a topic. We concluded,
that the topics are of reasonable quality mim-
icking possible topics as perceived by hu-
mans.

3 Results

3.1 Model Adequacy

We now present a overview of the behaviour
of our method. Firstly, we would like to see
if our approach exhibits some generally de-
sired properties that are expected from prior
knowledge about human reading. One such
property is early context creation. That is,
that the reader will identify the context of
the entire text early on in the reading pro-
cess. Most of the time, reading the first two
sentences of a text causes a dramatic drop
in the uncertainty about the nature of the
text. We use two measures to evaluate if our
model has this property: the entropy of the
mental model, and Bayesian surprise.

Entropy is a well known measure of uncer-
tainty of probability distribution. We mea-
sured it after processing each word and anal-
ysed its behaviour. We would expect entropy
to be larger at the beginning of the docu-
ment and drop rather quickly after reading
the first few sentences of the document. Af-
terwards, we expect it to more or less flatten
out, since the more text one has processed,
the less likely will one be surprised. This
does not mean however, that we would ex-

pect entropy to be constant, since new topics
or ”plot twists” can be introduced later in the
text. These would be most likely presented
in the form of spikes, signaling potentially in-
teresting parts of the text where a new idea
might be introduced.

Bayesian surprise [11] is a quantity used
to evaluate , of probability distributions and
to identify how unexpected a probability dis-
tribution is, relative to it’s predecessor. In
terms of information theory, it is essentially
the Kullback-Leibler divergence between two
successive distributions. As with entropy, we
would expect this surprise to be very large in
the early phase of reading, where the overall
context is being formed, with a drop after-
wards.

In figure 1, we present an example of the
evolution of both entropy and Bayesian sur-
prise within a document. The x-axis rep-
resents the word position in the text, while
the two lines respectively represent Bayesian
surprise and entropy. Note that this is a typ-
ical behaviour for most documents in the cor-
pus and is well in line with our expectations.
This should not be all too surprising, due to
the Bayesian nature of LDA.

On the other hand, one can easily see that
standard n-gram based Hidden Markov Mod-
els (with n being small compared to the doc-
ument size) would most likely perform rather
poorly since they lack a global context aware-
ness.
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Figure 1. Surprise Function and Entropy:
acceptor’s view.



3.2 Sentiment Evolution

Our presented model of human text process-
ing allows us to explore the evolution of per-
ceived sentiment, measured as the probabil-
ity of a positively/negatively biased word,
over time. We observed that there is a num-
ber of common sentiment profiles.

Figure 2 presents sentiment evolution from
an acceptor’s point of view of a sceptical
document. In this document the probabil-
ity of occurrence of positively biased words is
roughly constant, while for negatively biased
words it is more U-shaped. One could say
that in the beginning, the reader has both
positive and negative latent sentiments, but
as he continues reading the text the positive
sentiment remains unchanged, while the neg-
ative sentiment mostly diminishes.
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Figure 2. Entropy and Sentiment: acceptor’s
view

Figure 3 depicts the situation for a differ-
ent document, where the reader changes his
position as he reads through the text. His
original sentiment is very positive with no
negative expectations. However, as he reads
on, his perception of the text shifts to a much
more negative position, while he still retains
a rather positive attitude. We would call
such an document emotionally intense, where
one can experience both positive and nega-
tive sentiments.Note that a changing of mind
profile is also rather common in our data set.

In order to get a better understanding of
the relation between the evolution of positive
and negative sentiments, we computed cor-
relation coefficients between the positive and
negative curves for individual documents. A
histogram of these correlations can be seen in
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Figure 3. Entropy and Sentiment: acceptor’s
view. Reader’s sentiment changed from pos-
itive to negative during the reading of the
document.

Figure 4. One can easily see that both scep-
tics and acceptors have a major peak near
−1. This is very much in line with our in-
tuition that in most cases you would expect
high positive sentiment imply low negative
sentiment and vice versa.

Note that such behaviour is not a straight-
forward consequence of our model and thus
also serves as another argument for the ade-
quacy of our approach.
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Figure 4. Correlation of positive and neg-
ative sentiment evolution for acceptor and
sceptic.

3.3 Sceptics versus Acceptors

It might be interesting to explore the differ-
ences in sentiment evolution of a sceptic ver-
sus an acceptor.

There are documents for which the senti-



ments for both acceptor and sceptic are very
similar, an example of such document is il-
lustrated in figure 5. We expect that such
documents are either not giving rise to a sub-
stantial disagreement between acceptors and
sceptics, or our method is insufficient in de-
tecting it.

On the other hand, documents where the
evolution of sentiments shows a very different
pattern might be expected to feature some
controversy. Sentiments for such a document
are shown in figure 6. While the sceptic’s
perception of the sentiment of the sceptic’s
document does not change much, acceptor’s
view changed considerably during the read-
ing of the document.
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Figure 5. Sentiment: Acceptor’s and Scep-
tic’s view
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Figure 6. Sentiment: Acceptor’s and Scep-
tic’s view. Acceptor’s and Sceptics’s percep-
tion of sentiment is different.

4 Discussion and Future Work

In this paper, we explored an approach to
model and infer sentiment evolution during
reading under the Good enough processing
mode. We presented arguments, why we see
our approach as meaningful and worth fur-
ther study.

We believe that our latent sentiment rep-
resentation and analysis can be helpful in
identifying potentially controversial articles,
as well as identify parts of discussions that
might lead to miscommunication or misun-
derstandings. Our method could be used to
provide an automatic feedback to journalists
as well as respondents in various question-
and-answer websites.

In our future work, we plan to use expert
opinion to annotate documents with expec-
tation of sceptics and acceptors emotions, as
well as identifying parts of texts that intro-
duce new context into the article in order to
provide a more thorough validation of our
aproach.

There are also several directions along
which the presented model could be aug-
mented and made more precise. One way
would be to improve the model by allow-
ing more local predictions by for example
using Wallach’s approach to topic modeling
beyond the bag of words [12], or combining
topic modeling with other word-order sensi-
tive approaches. In addition, one could eas-
ily set out to study the evolution of concepts
other than sentiment, or simply focus on the
identification of unexpected parts of the doc-
ument that change the direction or flow of
the story.
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